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Chapter 1

Introduction

Although medical volume processing and visualisation has been addressed for a
couple of decades, it is still a challenging field of research. Unlike 2D images, volume
data do not have a direct visually perceivable form. The existing methods for volume
visualisation therefore require that volume elements are assigned optical properties
which define how light transmits through the volume. Problem is not how to define
the optical properties, but how to define it in such way, that certain objects of in-
terest are shown while rest of the data does not disturb the visualisation. One way
of how to achieve it is to use segmentation and select voxels belonging to a target
object. There exists a range of segmentation methods with different demands on
user interaction and different areas of applicability. Here, a method which requires
least user interaction while providing accurate results is desired. When dealing
with medical data, often the contents of the data is so complicated that manual
interaction is a necessity.

In the thesis we therefore explored possibilities for operation on small homogen-
eous regions instead of voxels, lowering the number of processed primitives. When
similar regions are merged, larger regions are obtained lowering number of prim-
itives even more. Such regions can be used not only in segmentation, but also in
visualisation when the classification of the data is done using a transfer function.
The LH histogram represents a sophisticated method of identification of boundar-
ies between different tissue types. Computation of the LH histogram from regions
provides easy implementable and easy-to-use alternative to the existing approaches.
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Chapter 2

Streamed Watershed Transform

Since its introduction the watershed transform became a popular method for volume
data segmentation. The method was originally proposed by Digabel and Lantue-
joul [DL78] and has its origins in mathematical morphology. Since then various
algorithms were developed. The watershed transform is analogous to division of
a geographical landscape to catchment areas of different lakes/seas/oceans. For 2D
images this could be visualised by extruding pixels into the third dimension by their
pixel value. Pixels with higher value would form ridges, whereas pixels with smal-
ler values would form valleys. Local minima in the landscape represent catchment
basins. The pixels are classified by downhill tracing, thus simulating flow of rain-
water falling onto pixels. Finally, pixels are labelled according to the corresponding
minima [VS91].

Another common intuitive definition is based on flooding of the landscape by
underground water which starts to form lakes in local minima. As the water level
rises and some lakes are about to merge, this is prohibited by building dams –
the watershed lines [Mey94]. A result of the watershed transform can be seen on
image 2.1.

Through time a range of various algorithms for its computation were developed.
Exhaustive overview is given by Roerdink and Meijster [RM00]. Unfortunately,
any addressed processing of data larger than available memory. Some parallelisa-
tion strategies subdividing the volume were proposed, however processing required
rather high communication between parts of the volume as watershed is a global
operation.

2.1 A Multi-pass CPU Algorithm
We implemented aur algorithm for the f3d package [ŠDSČ04], which is a collection
of command line applications performing various simple operations on data in a
filter fashion – the data is read from the standard input, processed and output to
the standard output. The applications – various point and local operations – use
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Figure 2.1: Computation of Voronoi regions by means of the watershed transform. A 2563

volume with 600 randomly distributed point objects was subjected first to a distance trans-
form (left, one slice shown, overlayed with the image of the input objects – a few of them
are visible). Subsequently the watershed transform was computed, resulting in watershed
regions (middle). The right image shows the watersheds – the Voronoi diagram in this case
– again overlayed by the image of the original objects.

slice-based streaming, presented by Varchola et al. [VVS+07]. To process a slice a
certain number of neighbouring slices has to be present in the memory providing
the necessary neighbourhood for the voxel in the processed slice. The number of
neighbouring slices depends on the performed operation and its parameters. After
a slice is processed the result can be output, the oldest slice in the neighbourhood
released as it won’t be needed any more and one new slice loaded into the memory
to complete the neighbourhood of the next unprocessed slice. This way the whole
volume can be processed without the need to actually load the whole volume into
memory at once.

In the f3d suite the whole process of watershed transform is decomposed to these
parts:

• data smoothing

• gradient computation

• local minima detection

• local minima labelling (including plateau detection)

• watershed transform using the gradient and the minima label volumes

Each one except the last is capable od processing large data by slice-based stream-
ing. We modified original load-on-demand algorithm present in the f3d suite which
loaded slices as necessary and therefore potantialy ran into memory shortage.

The algorithm is a multi-pass one and requires only three slices to bea loaded in
memory at any time. It is based on the following condition:
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Condition 1 All voxels in a slice processed in the first pass store either a label of a
local minimum to which the region of that voxel belongs or a pointer to a voxel in a
next slice which belongs to the same local minimum region.
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Figure 2.2: Pass 1. Voxels in slice # i are processed. Either local minimum mi is found or
the path leads to the next slice. If the path leads to the previous slice and no minimum is
encountered there we follow the pointer back to the current slice. The bent arrows represent
movement to the previous/next slice. Numbers next to the bent arrows represent delta in x
and y coordinate where the pointer points.

The processing comprises of these steps:

Pass 1 Three neighbouring slices are present in the memory (with the exception
of the start and end slices of the volume). The middle one is processed voxel
by voxel. For each voxel a path of the steepest descent is followed. This path
may lead to a previous (already processed) slice. In that case either an already
labelled voxel is encountered or a pointer pointing to the current slice is found
(the previous slice satisfies Condition 1). Otherwise, after a certain number of
steps we either find a labelled voxel or the path leads to the next (not yet pro-
cessed) slice. We store either value into all voxels of the path. After processing
of all voxels in the middle slice this slice fulfils Condition 1.

Pass 2 We process the volume in the backward direction, starting with the last
slice. As it fulfils Condition 1 all voxels are labelled with some local minimum
label (there is no next slice). Now the processing loads the next slice (previous
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in the sense of the direction of Pass 1) of the volume and labels all voxels
which contain pointers to the previous fully labelled slice making also this
slice fully-labelled. After that this slice can be stored out-of-core and freed.
The processing continues in this way until the whole volume is processed.

Pass 3 As the volume was read and stored in Pass 2 backwards it is necessary to
flip it once more. Output from Pass 2 is therefore read backwards (i.e., in the
original forward direction) and finally written to output.
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Figure 2.3: Pass 2. Voxels in slice # i-1, which do not contain minima labels, are labelled
from slice # i. The bent arrows represent pointers to the next slice. Numbers next to them
represent delta in x and y coordinate where the pointer points.

2.2 Parallel Streamed Algorithm
We have chosen OpenCL as the interface for GPU programming as it is an open
standard supported by both major vendors of consumer graphics hardware and also
allows execution of programs on modern multi-core CPUs. To process the data using
OpenCL (the same is valid also for other APIs, e.g. CUDA) a user has to divide the
whole processing task in fragments (groups). Threads for one fragment share some
device memory and can be synchronised by a special barrier call. Each thread inside
a group receives its coordinates which can be used to localise it inside the group. To
provide correct results race conditions should be avoided, i.e., no two threads can
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write to the same location or read from a location which can be written to by other
thread. The common approach to achieve this is to divide the data in blocks and for
each block to bijectively assign threads to voxels.

Because of the possible race conditions we cannot use the approach based on la-
belling all voxels of the steepest descent path of the original algorithm. We proposed
two different solutions each modifying the first pass of the algorithm. In both cases
one buffer stores the input (unprocessed) slice data and one stores processed data
as in-situ processing is not possible.

2.2.1 A Brute-force Algorithm
In this modification of the original multi-pass algorithm we let each thread to follow
the path of the steepest descent until either a labelled voxel is found or the path
leads to the next slice. The difference to the original resides in that the found label
or pointer is not written to each voxel of the path (the possible source of race condi-
tions), but only the starting voxel is updated. In fact, the downhill path is not stored
at all.

This approach performs a lot of redundant operations because their result can’t
be shared among the threads without synchronisation. On the other side, all com-
putations are done inside the kernel program which is run on the GPU without the
need to return to CPU code until the whole slice is processed.

2.2.2 A Dynamic Programming Approach
In the second alternative we use methods of dynamic programming where the com-
putation consists of a number of iterations. The first one finds fragments of downhill
paths of length one and in the subsequent iterations we spread the already gathered
information about the downhill path until the final result – the complete downhill
path – is obtained.

The process is identical to that of [KLVF09] with one exception – because we
do not have the whole volume present in the memory we consider downhill path
complete also when it points to a next slice. The algorithm advances as follows. A
thread examines its voxel and if a local minimum or pointer to a next slice is found
it immediately returns. If the voxel is unprocessed (this is possible only in the first
iteration) a pointer in the direction of the downhill path to the neighbouring voxel
is found and stored. The last case is that a pointer to the current slice is found. In
this case the voxel where the pointer points is examined and its value is used for the
current voxel. Execution of the kernel is repeated until all voxels fulfil Condition 1.

Each iteration of the kernel prolongs path segments (represented by intermedi-
ate pointers – pointers to the same slice) visited by threads by factor of 2. After the
first execution the voxels with the intermediate pointers point to the location on the
downhill path which is in distance of 1. After the second execution of the kernel the
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intermediate pointers point to the location in distance of 2 (two path segments of
length 1 were composed). Prolongation of the downhill path follows in the similar
manner in each subsequent iteration.
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Figure 2.4: Three iterations of the dynamic algorithm. mj represent a local minimum label.
Numbers next to the arrow represent delta in x and y coordinate where the pointer points.

2.3 Merging of Watershed Regions
A well known property of the watershed transform resides in oversegmentation,
which is caused by the presence of noise in the data [VS91]. The common approach
to deal with this is smoothing of the data, for example, by the Gaussian filter, which
features the ability to gradually remove details and thus also noise. It was observed
that such smoothing also undesirably smooths object borders. In [ŠD02] a hier-
archical watershed transform was proposed, which transfers precise contours from
levels with low smoothing and small regions to higher levels with large regions but
imprecise contours.

Apart of this technique we proposed and implemented additional strategies which
can further reduce the number of watershed regions.

Merging of Regions with Spatially Close Minima We observed that in the
case of narrow valleys, instead of one minimum a series of separated local minima
is detected, with a typical distance of one voxel. This is a sampling problem, since a

9



nearly flat and narrow bottom of the valley cannot be represented with a sufficient
precision in the discrete raster of the image and results in isolated minima after
discretisation. Such separated minima result in numerous thin watershed regions,
which do not merge with increasing Gaussian blurring – even worse, this effect
is accentuated with increasing blurring. We solve this problem by morphological
dilation of the binary minima mask, with adjustable kernel size, which merges such
minima.

Merging of Regions According to the Edge Height We expect that the regions
of interest differ in their mean value. Thus, an edge of a certain height can be
expected between two different neighbouring regions. We measure this height by
difference of mean densities of the neighbouring regions – in the case of multi field
data the Euclidean distance is used. A stack-based flood fill algorithm over the set
of watershed regions was implemented for this purpose, where new neighbours are
added as long as their distance from the actual regions is lower than a specified
threshold.

Merging of Regions According to Average Density In another density based
technique, we also merge neighbours according to the Euclidean distance of their
average densities, but in this case, after merging, we recompute average density of
the new region. In this case we extract neighbourhood pairs from the set of initial
watershed regions an store them sorted according to their distance in a mutable
priority queue [Gre]. This data structure enabled us to extract the pair with the
smallest distance, and after merging the components of the pair enabled us to up-
date its structure, since new neighbourhood relations were created.

2.4 Results
The techniques introduced in this section were implemented in the C++ language as
new tools of the f3d package for processing and visualisation of volume data [ŠDSČ04].
The measurements were performed on an Intel i7 870 CPU with 4 GiB of memory
and an nVidia 460 GTX graphics card with 2 GiB of memory.

2.4.1 Computation of the Watershed Transform
The measured times exclude the time necessary for gradient computation, local min-
ima localisation and labelling (these are taken care of by different applications). The
tests were performed using the Visible Human data sets – the head part of the fe-
male colour data set. The volume was cropped to 1400x900x855 (∼3.0 GiB). For
processing in the watershed tool, the gradient image in float precision (∼4.0 GiB)
and minima labels in 4-byte integer precision (∼4.0 GiB) were used. Table 2.1 shows
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Figure 2.5: Watershed segmentation of the Visible human project female data set. Gaussian
smoothing with σ = 5.0 was applied. Regions in mean colour are blended with region borders
from left to right. The displayed image represents plane y = 490 and was extracted from the
whole, fully processed, volume.

computational times of the presented watershed algorithms on the mentioned data
set.

Algorithm Execution time [s]
CPU 824
CPU multi-pass 736
OpenCL CPU brute-force 276
OpenCL CPU dynamic 268
OpenCL GPU brute-force 244
OpenCL GPU dynamic 237

Table 2.1: Computation times of various variants of the watershed algorithm. From top
to bottom: the original CPU algorithm, the multi-pass CPU algorithm and two presented
parallel algorithms (OpenCL) executed on CPU and GPU.

We also successfully processed the whole colour female data set of dimensions
1650x900x5186. Again, the input to the algorithm were gradient and minima label
volumes of size 28.7 GiB each. The result can be seen in Figure 2.5.
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Chapter 3

Interactive Segmentation Using
Watershed Hierarchies

One possibility for classification of volume data is to first segment the data and as-
sign different optical properties to different morphological objects. Segmentation
may not be used only for visualisation, but also for precise localisation of certain ob-
jects (e.g. a tumour). Objects which are segmented out can be measured which may
be important in operation planning.Numerous methods operate only on slices and
merge the sub-results to form a final segmentation. Methods which allow operation
in 3D, on the other hand, often lack possibilities to fine-tune the segmentation. This
is caused by the fact that they need to rely on some mathematical criteria instead
of the operator input as the interaction in 3D is problematic. In this chapter we
present an interactive segmentation and classification tool which relies on manual
input, but provides a 3D interface. We intentionally avoided slice-based interac-
tion with data, to see if such approach can lead to feasible segmentation technique.
Adoption of regions instead of voxels reduces the number of processed primitives
speeding up the segmentation process. To reduce the number of primitives even
more, hierarchical regions of increasing size are used. To maintain the precision of
the segmentation it is possible to adaptively change the level in the hierarchy at
which segmentation is performed.

3.1 Related Interaction Techniques
Interaction with thresholding is limited to specification of the threshold and in-
spection of the result. For region growing, a user may interactively change the
threshold for the homogeneity criterion, observing the result in 3D. Histogram may
aid in informing the user how large the object would become at certain threshold
value [SPSP02] or optimal threshold might be estimated from the histogram auto-
matically [Sal03]. Still, neither approach allows to fine tune the segmentation by
selecting individual voxels in a comfortable and intuitive way.
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Figure 3.1: A watershed-assisted GUI. Segmentation of a tumour is being performed. The
GUI parts are from left: watershed hierarchy tree, watershed slice, original data slice with
overlay, segmentation mask, 3D visualisation (From [CWJ04]).

Cates et al. [CWJ04] proposed an interactive segmentation tool, which presented
to a user slices from a watershed processed volume. The user could select regions
on the slice or select respective voxel by drawing into the slice. Their program used
watershed saliency to create a watershed hierarchy, displaying slice for the selected
threshold. Although 3D visualisation was provided, the interaction was done ex-
clusively in the selected slice or using a hierarchy tree for the slice. Components of
the GUI are presented in Figure 3.1.

3.2 Preprocessing
For creating regions we used the watershed transform on a gradient image of the
data. The watershed segmentation produces highly over-segmented results, because
for each local minimum in the data a region is created. This can be a serious problem
especially if noise is present in the data. To cope with this, data is usually first
smoothed by the Gaussian filter. Smoothing, however, also shifts edges and removes
weak edges, resulting in merging of regions which a user might desire in certain
cases separated. Therefore, we perform the watershed segmentation on a sequence
of derived data sets where each one is produced from the original by smoothing
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with a gradually increasing degree (increasing of the Gaussian σ). As Koenderink
showed [Koe84] this produces a set of images where on each image details smaller
than certain size are increasingly ignored (the scale-space approach).

To further reduce the starting number of regions, region merging based on mean
region intensity or some other criterion can be used. This allows creation of larger
regions composed of sub-regions which would otherwise be separated even if large
Gaussian σs would be used. This is useful if we are not interested in the internal
structure of an object composed of one or multiple similar tissue types (e.g. the
whole skull instead of its individual bones).

3.3 GUI Interaction
GUI of the segmentation application is shown in Figure 3.2. In this section all parts
of the application as well as the segmentation workflow will be explained.

After the hierarchy is loaded into the application it is displayed in a tree widget
allowing the user to navigate through it. Hovering or selecting a node highlights
the corresponding region in a 3D visualisation window (Figure 3.3). This allows
the user to choose an initial fragment of the region of interest. Depending on the
target object and created hierarchy, regions on higher levels might consist of mul-
tiple target objects (e.g. various bones of skull). As pre-segmentation was performed
at various scale levels, there is no need to repeat the process when the aforemen-
tioned problem arises – moving to lower levels in the hierarchy until the objects are
separated is possible.

After the initial region is selected it is possible to display neighbouring regions
which satisfy certain similarity criteria (Figure 3.4, also see section 3.4). The user
can then select either one neighbour belonging to the target object by clicking into
the 3D view or by selecting the neighbour in the list or can select all neighbours.
Deselection of an undesired region is possible in a similar way, too. Once a neigh-
bour is added/removed to/from the selection, updated neighbours of the new selec-
tion are displayed. This allows traversal of the target object until all fragments
are in the selection. Now classification class for the object can be created and all
selected regions can be classified (Figure 3.4 right). Already classified regions are
during selection refining displayed dimmed to provide context whereas the current
selection is always highlighted.

3.4 Similarity Criteria
To decide whether neighbouring regions are similar we implemented five differ-
ent similarity criteria. Each criterion can be turned on or off and has a separate
threshold value. When deciding whether two neighbouring regions are similar all
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Figure 3.2: The segmentation tool: the region hierarchy is on the right. Left side from top to
bottom: the list of selected regions, classification classes, the list similar neighbours of the
regions in selection. At centre-bottom similarity criteria can be specified and above is the
3D visualisation and interaction window.
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Figure 3.3: Selection of objects using the tree widget. The scene consist of concentric
spheres/ellipsoids with different density and was intentionally spoiled by noise and superim-
posed low frequency density variation to make segmentation of the ellipsoids by threshold-
ing impossible. Left: A region on the highest hierarchy level (white) was selected. One can
see that it is composed of pieces of several ellipsoids. I we go down in the hierarchy (bottom
row, in this case by two levels of the hierarchy), these pieces are separated and can be indi-
vidually selected. The yellow region is a partially segmented and labelled part of the central
sphere.

Figure 3.4: From left: selection of similar neighbours starting from an initial region. The
blue regions are selection candidates (density similarity was used). White objects are
already selected objects, the green colour means that the object has already been labelled.
The highlighted blue candidate object can be individually added to the selection or all can-
didates can be added at once.
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criteria which are turned on have to return a positive answer. Detailed description
of the similarity criteria foolows:

Mean intensity Simple criterion comparing mean intensities of neighbouring re-
gions. Differences in the intensities have to be in the specified interval for the
test to pass. If the data contains multiple bands, the test must pass for all
bands to be considered successful.

Similar neighbours In this criterion the prevalent directions of intensities in the
region’s neighbourhood are compared. All neighbours of a region are visited
and their centre of mass is computed by averaging their geometric centroids
weighted by their mean intensity. Subsequently, the direction vector, which
points in the direction of growing intensity, is obtained by subtracting the
centre of mass from the geometric centroid of the region. Comparison of an
angle between such vectors of two neighbouring regions against a user defined
threshold yields result of the similarity test.

Surface to volume ratio As working directly with the volume data would be slow
and would increase memory requirements significantly, only derived informa-
tion is used – mean intensity of a region, voxel count, etc. To compare region
shapes ratio of the number of region’s surface voxels to its total voxel count is
used. The computed value is normalized to the [0, 1] range where 0 represents
sphere-like objects and 1 string-like objects.

Weak borders For two regions to be similar in this criterion their border should
have small mean gradient magnitude. Unlike the mean intensity criterion
which compares mean values for whole regions, this criterion uses the original
gradient data which were used during the creation of the most-detailed water-
shed segmentation. Intensity of the regions is in this criterion irrelevant.

Continuous border This criterion tries to find border in the data which spans
multiple region boundaries. For two regions to pass this test they have to have
a common neighbour. Both faces – first region with the common neighbour and
second region with the common neighbour – have to be similar. For this, the
angle between mean normal/gradient vectors of the faces is examined. Faces
which are too small are ignored as their mean gradient vectors are based on
too small set of values.

3.5 Results
The application was implemented in C++ and uses OpenGL with GLSL. It was
tested on the VHP dataset (male head CT dataset). Individual bones of the skull,
which are connected without a well defined border, were successfully segmented
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Figure 3.5: Left: segmentation of skull bones of the VHP male CT head dataset. Right:
segmentation of brain and gyri in the MRI head dataset.

(Figure 3.5 left). We also tested the application on an MRI scan of a human head.
Figure 3.5 right shows segmentation of the brain cortex with certain gyri labelled
as separate objects.

Preprocessing with three levels of watershed hierarchies and 3 additional levels
of merging by density similarity took about 10 minutes. Both segmentations were
produced in about 30 minutes.

By designing the previously mentioned similarity criteria, we tried to establish
our segmentation on region properties other than intensity. This would be essential
for example for MRI data with strong bias. Although we failed to achieve that in
general – except mean intensity, other criteria did not work as expected – we suc-
ceeded in our original goal – to provide an interactive segmentation tool operating on
regions. When the mean intensity criterion is used on suitable data, the operation
is similar to region growing – a user selects a seed region and adds similar regions
until the target object is not fully selected. Unlike traditional region growing, cor-
rections of the segmentation process are in out case possible. First, the process is
directly controlled by the user – only direct neighbours are added to the selection
and user consent is required. This is possible because of the adoption of regions
organized in a hierarchy as a processing primitive – confirmation of single voxels is
unthinkable. Second, should the object contain regions of similar properties, which
do not belong to it, the user can easily select those and remove them.
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Chapter 4

LH Histogram on Regions

Introduced by Šereda et al. [ŠVBSG06], the LH histogram presents to user a dif-
ferent type of scatterplot the aim of which is to select object’s interface more easily
and less ambiguously than in the case of the traditional 2D gradient transfer func-
tion. In their technique, for each voxel in the data a gradient vector is inspected.
If magnitude of the vector is near-zero then the voxel is inside a homogeneous re-
gion. Otherwise the voxel is in the interface between two objects. In this case the
gradient is integrated in both directions until homogeneous areas are reached. In-
tensities at that locations are sorted, lower is labelled L and higher H. Finally, a
scatterplot having L and H values as axes is created. For homogeneous voxels both
values are set to the intensity of the voxel which places the voxel on the diagonal in
the scatterplot. Voxels belonging to interface between objects or tissues with mean
intensity L and H can be found in the scatterplot at coordinates [L, H] or nearby as
in real data noise is present.

A later published paper by Praßni et al. [PRH09] investigated a problem of L & H
value computation in real-time on a graphical accelerator. The technique required
knowledge of a point-spread function of the measuring device which was used to
capture the data.

4.1 Our Approach
The LH histogram is used to distinguish voxels of homogeneous areas from bound-
ary voxels and to distinguish between voxels belonging to different objects and dif-
ferent boundaries. It is easy to see that the watershed segmentation does the same.
After the transform, homogeneous regions are identified, with watersheds being bor-
der voxels between regions. Usage of region data – either created by the watershed
transform or any other method which creates regions that ensures some homogen-
eity criterion – eliminates complex integration of the gradient to find the L & H
values. Also, it is not necessary to do any assumptions about properties of the ima-
ging device, since the watershed transform eliminates boundary blurring, caused

19



Figure 4.1: Comparison of LH histogram shape computed by different methods. From left
to right: the original method by Šereda et al. [ŠVBSG06], implementation by Praßni et
al. [PRH09] and our method. The contribution is shown at logarithmic scale from magenta
to red (colour coding between different methods is not exactly the same). Used was the tooth
dataset from Transfer Function Bake-Off [PLB+01].

by the partial volume effect, by defining the region borders at locations where the
gradient has locally maximal magnitude.

Computation of the region based LH histogram starts with watershed segment-
ation where the only input parameter is specification of the Gaussian sigma for
smoothing. Next, mean intensity for each region is computed. Knowing the mean
intensities for all regions, the volume is processed for the second time, and an aux-
iliary volume is created with two bands for the L and H values for each voxel. To do
that, for each voxel its 26-neighbourhood (alternatively 6- or 18-neighbourhood can
be used) is inspected. If all neighbouring voxels belong to the same region, both L
& H values are set to the mean intensity of the region. Otherwise, the voxels lies
on the border of two or more regions. After evaluation of different approaches we
found out that choosing neighbours with lowest and highest mean intensity gives
best results.

4.2 Results and Comparison
Although both Šereda’s and Praßni’s approaches are considerably well described
in the respective papers to understand the general principle, to implement the al-
gorithms one has to solve various problems which are not explained in enough de-
tail. This prohibits precise comparison of the approaches. The paper by Praßni et
al. provides comparison by showing LH histograms of the same datasets with sim-
ilar colour-coding scheme alongside with pictures from the original Šereda’s paper.
Although Praßni’s algorithm was implemented as a plugin for the Voreen1 – volume
rendering engine – it is not part of the freely distributed code. We therefore limited
our tests to demonstration that LH histograms computed by our approach exhibit

1http://www.voreen.org
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Figure 4.2: Comparison of classification by the original (left, taken from [ŠVBSG06]) and
our (right) method. Apart from rendering differences it is apparent that nearly identical
classification is achieved by original and our method.

similar features and allow to perform similar classification of objects in the dataset.
This can be seen in Figure 4.1. Selecting the spatially same regions in the LH histo-
gram yields similar results in respect to visualisation as can be seen in Figure 4.2.
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Chapter 5

Summary and Conclusion

The thesis focused on utilisation of regions in volume data processing and visualisa-
tion. We covered different aspects of working with regions – from region generation
by the watershed transform to their usage in segmentation and classification by
transfer functions.

The traditional approaches to watershed computation do not consider data of
sizes larger than the available memory. We showed that it is possible to perform its
computation with minimal memory footprint using slice-based streaming, which is
essential if multiple concurrent computations should be executed – e.g., for the hier-
archical watershed computation using different levels of blurring by the Gaussian
filter. Although parallel algorithms were previously developed, their aim was to
speed up the computation by dividing the task to multiple processors. We designed
a parallel version of our algorithm which again allows computation of the water-
shed transform with minimal memory footprint. Implemented in OpenCL, it allows
execution on both modern multi-core CPUs and graphical accelerators. In addition
no special hardware features were used, so our algorithm can be easily adapted for
any parallel architecture with shared memory.

Our first utilisation of the watershed transformed volume was in a segmenta-
tion tool, which used regions as primitives. We used there a scale-space hierarchy
of volumes produced by the watershed transform. We prospected alternative cri-
teria for similarity of regions (homogeneity) and showed that their use in praxis is
problematic. However, using mean region intensity as a criterion for homogeneity,
sometimes coupled with other criteria, we successfully segmented various objects
defined by CT and MRI data. This approach provides an alternative to traditional
methods as region growing, where the process is controlled by specification of nu-
meric parameters, but otherwise performed without a possibility to steer the seg-
mentation process. Our tool leaves the user in a position of deciding which regions
should be selected as belonging to target object. The proposed similarity criteria
only provide candidates. Usage of regions and region hierarchy, however, greatly
speeds up this manual process – should it be growing of the object fragment or cor-
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rection and removal of regions from the object. Visual navigation in a 3D widget
provides better orientation in the volume.

We also explored possibilities for design of transfer functions for region data. The
LH histogram provides better means for selection of boundaries between various
tissue types present in the data than the traditional gradient transfer functions.
However, computation of the L & H values for the volume is non-trivial. The original
approach requires lengthy integration of the gradient field and the later proposed
approach requires knowledge of the point-spread function of used imaging device.
Although fast, noise-robustness of the method seems to be lower. We showed that
the LH histogram can be computed also from a volume processed by the watershed
transform. Exhibiting the same features as histograms produced by the previous
methods, it does not require any special parameters. Unlike previous two methods
it should be easily implementable just by the provided description of the algorithm.

We think that region-based processing and interaction with volume data has
perspective, especially for large or multi-band data. Pre-segmentation by the wa-
tershed segmentation can in fact cluster data prior to transfer function specification
either in or between bands or merely reduce the number of primitives users have to
interact with.
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